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Various strategies involving sampling from more than one temperature (“tempering”) have been
proposed to enhance finite-time sampling in Markov chain Monte Carlo (MCMC) simulations. De-
spite their popularity in the study of systems ranging from spin models to atomic clusters and
biomolecules, little attention has been paid to fundamental aspects of these methods, which are of-
ten characterized by non-homogeneous Markovian dynamics and unusual forms of statistical errors
and correlations. In this contribution, we review the difficulties that motivated the development of
such methods, and analyze in detail the aforementioned issues for three popular tempered meth-
ods: j-walking, simulated tempering, and parallel tempering. In particular, we demonstrate that the
dramatic reduction in the autocorrelation time obtained with the last method is accompanied by
the introduction of cross-correlations between different replicas, and argue that for most interesting
systems it is difficult to overcome this artifact by simply decreasing the frequency of exchanges or
performing longer simulations.

I. INTRODUCTION

One could say that most concepts in equilibrium statistical mechanics can be reduced to the ensemble average of a
suitable microscopic observable A,

〈A〉 ≡
∫
dxπ(x)A(x), (1)

which allows one to predict from first principles virtually all of the measurable properties of a physical system in
thermal equilibrium (here x is a point is the phase space of the system, and π(x) is the normalized distribution of the
corresponding ensemble). Like many elegant results in physics, however, this recipe is of little practical utility unless
one has the ability to carry out the necessary high-dimensional integral, a procedure that can be done analytically
only for the simplest systems. Understanding why this task is so daunting is not difficult; in the words of Metropolis
and Ulam [1]:

“Consider the problem of evaluating the volume of a region in, say, a twenty-dimensional space [...] located
in the unit cube [...]. Such multiple integrals will be hardly evaluable. The procedure based on the [...]
subdivision of the whole unit cube, for example, each coordinate into ten parts, leads to an examination
of 1020 lattice points in the unit cube. It is obviously impossible to count all of them.”

The last statement above, which took place long before the advent of the modern digital computer, remains largely
true. A much better strategy, put forward by Metropolis and Ulam themselves, would be to “[...] take, say 104 points
at random from this ensemble and examine those only [...]. It follows from simple application of ergodic theorems
that the estimate should be, with great probability, valid within a few per cent. [...] The idea of using a statistical
approach [...] is sometimes referred to as the Monte Carlo method.” (their italics).

Applied to the problem of solving the integral in Eq. (1), the Monte Carlo method in the form presented by
Metropolis and Ulam is still not entirely satisfactory. As is well known, the integrand of Eq. (1) is typically highly
localized in very small regions of the phase space. Generating random points uniformly distributed over such space
is thus necessarily inefficient, since the integral will be dominated by the rare points that happen to fall within such
regions. One then realizes that for most “well-behaved” observables A(x), the product π(x)A(x) is typically non-
negligible near regions where π(x) is greatest, suggesting that a better strategy can be obtained by generating random
points with frequency proportional to the distribution π(x). In this importance sampling method, an estimator for
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the ensemble average in Eq. (1) is simply

AN =
1
N

N∑
i=1

A(x(i)), (2)

where x(i) are independent, identically distributed (iid) random points sampled from π(x). The central limit theorem
is then invoked to show that, with probability one, AN → 〈A〉 as N → ∞, while for finite N , AN is normally
distributed about 〈A〉 with standard deviation proportional to 1/

√
N [2].

At this point, one is faced with the task of generating iid samples from a given distribution π(x). Although
efficient methods are available for certain classes of one-dimensional distributions (see e.g. [3]), a general-purpose
method applicable to higher dimensions remains unknown. Nonetheless, if one relaxes the condition of statistical
independence, the celebrated algorithm developed by Metropolis et al. [4] can be used to generate a sequence of
states x(1), x(2), . . . , x(N) in such a way that the estimator in Eq. (2) still converges to the desired ensemble average
(cf. Sec. II A). The sequence thus generated forms a Markov chain, thereby giving rise to the Markov chain Monte
Carlo (MCMC) method (since MCMC is the only known strategy that efficiently samples from an arbitrary high-
dimensional distribution π(x), various authors call the method simply “importance sampling”).

The Metropolis algorithm has enjoyed great success in the literature, but it is not completely free of drawbacks.
Quite apart from the serial correlation introduced by the Markov chain, which essentially translates into larger
statistical errors for a fixed number of samples N , the method becomes particularly inefficient when the distribution
π(x) is multimodal, where each mode is separated by regions of very small probabilities. This situation is typically
encountered in first order phase transitions, where the modes correspond to the different phases of the system (see e.g.
[5]), but it can also be found in any system with nearly degenerate energy minima, which range from biomolecules to
atomic clusters [6].

To understand the aforementioned limitation of the Metropolis algorithm, and to motivate the tempered methods
to be studied in this paper, let us consider the usual isothermal ensemble where the probability distribution is given
by the Boltzmann factor

π(x) =
e−βE(x)

Zβ
, (3)

with β ≡ 1/kT a temperature parameter inversely proportional to the temperature T of the system (henceforth
we shall call β−1 simply the temperature), and Zβ the corresponding partition function. Here the energy function
E = E(x) is typically the potential energy of the system, since for most problems the kinetic contribution can be
integrated out in Eq. (1). Thus, phase space regions of low probability correspond to high potential energies (and
vice-versa), allowing one to focus on the more intuitive profile of the potential energy as a function of the relevant
coordinates, the so-called energy landscape. For future reference, we define the set of points in the phase space that
are all connected to the same local energy minimum through a steepest descent search an energy basin; this definition
should coincide with the intuitive notion of an energy well. One then pictures a Markov chain as a “walker” moving
about such a landscape, and leaving a trail of states x(1), x(2), . . . , x(t−1) behind its current position x(t). In this
picture, the Metropolis method is a local walker, in the sense that a new candidate state x(t+1) is probabilistically
drawn from a given neighborhood of the current state x(t). In order to ensure that the states thus sampled have a
frequency proportional to the Boltzmann distribution (cf. Sec. II A), a candidate state is accepted with probability

min
{

1,
π(x(t+1))
π(x(t))

}
= min

{
1, e−β∆E

}
,

where ∆E ≡ E(x(t+1)) − E(x(t)). Therefore, for a multimodal problem characterized by the presence of nearly
degenerate energy minima, the Metropolis walker has no other alternative but to “climb” the energy barriers that
separate the minima in order to correctly sample the relevant regions of the phase space, an event whose probability
is exponentially suppressed by the Boltzmann factor when kT is smaller than the barrier height. Since very small
probabilities only affect finite-time simulations (i.e., in the limit of an infinite, fully ergodic walk the barrier will be
eventually crossed), this difficulty belongs to a class of finite-time sampling issues known as quasi-ergodicity [7] (not to
be confused with the “quasi-ergodic hypothesis,” which is a refinement of the ergodic hypothesis originally introduced
by Boltzmann; see e.g. [8]).

To the uninitiated, it might seem like the quasi-ergodicity problem can be easily overcome without modifying the
Metropolis algorithm, and here we briefly consider two natural strategies one is likely to envisage. The first is to
simply perform numerous simulations, always starting from a different, randomly chosen configuration. Although
this random restart approach might be useful for systems characterized by “wide” energy basins, various systems
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occurring in nature satisfy precisely the opposite condition, and it is very unlikely that one will be able to sample
all the relevant minima through this procedure. An elegant example is provided by the Ar13 cluster, whose low-
temperature properties are largely dominated by a single energy minimum corresponding to a perfect icosahedron;
in this case, the random restart approach fails to correctly sample the icosahedron configuration and leads to large
systematic errors at low-temperatures [9].

Another approach one might consider involves the aforementioned importance sampling method. One realizes that
the energy barriers that hinder the Metropolis walker need not be included in the sampling distribution, Eq. (3), since
the importance sampling identity

〈A(x)〉π =
〈A(x) e−β∆E(x)〉π′〈

e−β∆E(x)
〉
π′

allows one to sample from a different energy function E′(x) without affecting the correctness of the ensemble average
(in the above identity, ∆E(x) = E(x)−E′(x) and π′(x) = e−βE

′(x)/Z ′β). One could thus devise a function E′(x) that
differs from E(x) simply by having much lower energy barriers separating the minima. Once again, this approach
will only be efficient when the relevant basins are much wider than the barriers that separate them, otherwise the
Metropolis walker will spend most of its time sampling the barriers themselves, rather than the basins, which causes
the above average to suffer from the so-called “rare event” problem (notice that this average is exponentially dominated
by points satisfying ∆E(x)/kT . 1).

A better understanding of the finite-time sampling difficulty can be obtained by breaking down the problem into
two parts, a division that will be occasionally invoked later in this work:

(a) Basin search, and

(b) Basin sampling.

The first is related to the global properties of the method, and ensures that all the relevant energy minima in the
phase space are found in a finite amount of time. The second is a local problem, and guarantees that once a basin is
found, a sufficient number of samples from inside the basin will be obtained. Any successful MCMC method has to
perform both tasks in an efficient manner, and as we saw above, naive strategies fail to accomplish this in a way or
another.

The key observation that underlies the tempered methods to be studied in this work is that, for most physical
systems of interest, the Metropolis walker at sufficiently high temperatures is an efficient basin search algorithm (this
observation has in fact been exploited in the more general context of global optimization, giving rise to the popular
simulated annealing algorithm [10]). A tempered method thus attempts to enhance finite-time sampling by using
high-temperature walks in the phase space to accomplish the task of basin search, leaving the task of basin sampling
for low-temperature walkers. How exactly one uses different temperatures in an MCMC method is what distinguishes
one tempered method from another, as will become clear in the subsequent sections.

Before introducing such methods, however, we have found it appropriate to summarize some relevant properties of
Markov chains in general (Sec. II A), and to prove an important property of non-homogeneous Markov chains that
underly many tempered methods (Sec. II B).

II. MARKOV CHAIN MONTE CARLO

Much of the following discussion is taken from a recent and accessible textbook on Markov chains [13], but note
that most of these results have been known for a rather long time (see e.g. the classic review by Hastings [14] and
references therein). The present exposition provides the necessary background for the next sections, and draws the
attention of the unwary (see e.g. [15]) to a variety of well-known properties of Markov chains that seem to have
passed unnoticed by many (including standard references, cf. [16], pp. 42-43). For simplicity of notation, states
will be denoted by one-dimensional variables; whenever necessary the components of the states will be written down
explicitly.

A. Ergodicity

A Markov chain characterized by a transition probability matrix P (x′|x) is ergodic with respect to a distribution
π(x) if:
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(a) The chain generated by P (x′|x) is irreducible, i.e. the probability that an arbitrary state y will be visited
starting from any state x in a finite number of steps is non-null.

(b) The distribution π(x) is invariant, or stationary under P (x′|x), i.e.

π(x′) =
∑
x

π(x)P (x′|x). (∀x′) (4)

This last condition is also known as balance. (Note the sum as opposed to an integral: in the remainder of this paper
it will be assumed a countable, possibly infinite state space. Generalization to continuum spaces follows directly.)

Several important observations can be made concerning the concepts introduced above. Ergodicity with respect to
π(x) means that, for a chain x(1), x(2), . . . , x(N) generated through P from an arbitrary initial distribution λ1(x(1)),

1
N

N∑
i=1

A(x(i)) N→∞−−−−→ 〈A〉π (ergodicity)

with probability one, where 〈A〉π ≡
∑
x π(x)A(x) is the ensemble average of an arbitrary observable A(x) with

respect to π(x). The concept of ergodicity is similar, but strictly distinct from the stronger condition of mixing
(a term introduced by Gibbs in statistical mechanics [17]), i.e. (a)-(b) do not necessarily imply that the N -step
distribution λN (x) is asymptotically equal to π(x) for any λ1(x):

λN (x) N→∞−−−−→ π(x) (mixing)

with probability one, where

λN (x′) ≡
∑
x

λN−1(x)P (x′|x)

is the probability that the state of the chain after N − 1 steps is x′. (For a simple example illustrating the distinction
above see e.g. Ref. [13], p. 40, but note that what we call mixing here is also known as convergence to equilibrium
in the mathematical literature; unfortunately, in this literature “mixing” has sometimes a different meaning from
the original one introduced by Gibbs, related to how fast a random walk explores the phase space). An additional
condition that ensures mixing is aperiodicity, namely the property that a system starting from any initial state x has
a non-null probability to be found at some arbitrary state y after any number of steps N greater than some fixed
number of steps M (this well-established result from Markov chain theory has been rediscovered recently [15]). At
any rate, since in actual simulations it is the weaker assumption of ergodicity that one needs in order to estimate
observables, we only need to be concerned with irreducibility.

Though only rarely proven, irreducibility is a fairly modest requirement that can be intuitively checked for each
method and system of interest. (One exception in which most methods would not generate an irreducible chain is a
sufficiently dense N -particle system with hard-core potentials, but notice that in this case formal irreducibility can
be recovered by “smoothing out” the potential; in practice, this might lead to very slow ergodic sampling, and one
would have to resort to the methods described in this paper, for example). Therefore, as in other reviews [14], in
the remainder of this paper it will be assumed that irreducibility is always verified for each specific implementation
of P . It is condition (b) that one is usually worried about, and in that regard it should be noted that the weaker
requirement of detailed balance is often more convenient to analyze, viz.

π(x)P (x′|x) = π(x′)P (x|x′) (∀x, x′). (5)

It is trivial to verify that detailed balance implies balance (recall that
∑
x P (x|x′) = 1), but the converse is not true.

Detailed balance is thus a sufficient, but not a necessary condition to ensure ergodicity.

B. Hybrid chains

So far, we have assumed that we are dealing with homogeneous Markov chains, i.e. chains whose transition prob-
abilities P (x′|x) are the same regardless of the specific step along the chain one is updating (this is traditionally
assumed to be true in most presentations of the subject, cf. e.g. [13]). However, a distinctive feature of the methods
to be analyzed in this paper is the use of more than one transition probability (P1, P2, . . . , Pn) satisfying Eq. (4),
which we shall refer to as “hybrid chains,” in agreement with the nomenclature in the mathematical literature (see e.g.
[18, 19]). (Note that our concept of hybrid chains is more general than the so-called “hybrid Monte Carlo” methods
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that involve mixing molecular dynamics with Monte Carlo steps [16]). Such chains are typically updated using either
one of the two possibilities: systematically, e.g. by applying P1, P2, . . . , Pn in sequence, or randomly, i.e. by choosing
one Pi at random for every update.

Let us first show that both alternatives maintain the balance condition of Eq. (4), which we write compactly as

π = Pπ, (6)

where π is a vector whose components are the values of π(x) indexed by x, and P is a matrix whose elements are
P (x′|x) with x′ and x indexing rows and columns, respectively. In the random update case, one has

P =
1
n

(P1 + . . .+ Pn) ,

and thus indeed Pπ = π, since each individual transition probability satisfies Piπ = π. In the systematic update
case, we have

P = P1 · · ·Pn,

which again satisfies Pπ = P1 · · · (Pnπ) = π by successive application of the property Piπ = π. Thus, provided the
composite P is irreducible, both strategies allow one to estimate ensemble averages via sample means (ergodicity). In
the context of multi-variable problems where each Pi updates one variable at a time, these facts have been known since
at least Hastings [14], and have been used in classic references to justify systematic particle updates in N -particle
Monte Carlo simulations [20]. These results have also been rediscovered recently (see e.g. [15] and [16], pp. 42-43).

Observe that in the case of systematic updates, sampling should in principle not be performed until all n transition
probabilities have been applied. This has already been pointed out in Ref. [14] (cf. p. 102, “the process is observed
only at times 0, n, . . .”), and is due to the fact that after each update, say Pi, the next transition probability depends
not only on the current state x, but also on the current step i of the systematic update (i.e., the next transition
probability has index i + 1, or i = 1 if at the end of the cycle). In other words, the chain thus generated is not a
(homogeneous) Markov chain on the state space x, except when it is observed at the times above (in which case the
transition probability is simply P = P1 · · ·Pn). Quite mysteriously, after the above remark, Hastings states without
proof that one can use every state of this chain as a valid sample for estimating observables, and not just the states
sampled at times 0, n, . . .. Since various implementations of the tempered methods to be studied in the next sections
have traditionally adopted this strategy, we will now show that one is indeed allowed to do so.

For the sake of clarity, we will consider the case of only two transition probabilities F and G satisfying Eq. (6).
The argument can be easily extended to accommodate n such probabilities. Let θ = 1, . . . , θm by a counter variable
that keeps track of the current stage in the systematic sweep, which repeats itself every θm steps. For example, one
could be interested in applying the transition probability F θm − 1 times before applying G once (this case is typical
in the tempered methods to be discussed below). We would like to show that such a systematic update methodology
generates a homogeneous Markov chain in the extended space (x, θ), i.e. at every step the probability of going from
the current state (x, θ) to the next (x′, θ′) depends solely on (x, θ). In addition, we would like to show that ordinary
ensemble averages in the x-space can be computed by completely disregarding θ, i.e.

1
N

N∑
i=1

A(x(i)) N→∞−−−−→ 〈A〉π , (7)

where x(i) is the projection of the state (x(i), θ(i)) onto the x-space.
We start with the following construction of the transition probability P in the full (x, θ) space, based on the relevant

example discussed above:

P (x′, θ′|x, θ) =
F (x′|x)Θ1(θ′|θ) +G(x′|x)Θ2(θ′|θ)

2
,

where

Θ1(θ′|θ) =

{
1, if θ ≤ θm − 1 and θ′ = θ + 1
0, otherwise.

Θ2(θ′|θ) =

{
1, if θ = θm and θ′ = 1
0, otherwise.
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Thus, by construction P updates x according to F for all θ ≤ θm − 1, incrementing θ with probability one after every
step, while at θ = θm it updates x according to G, resetting the counter variable to θ = 1 with probability one. Since
we were able to write a transition probability that depends solely on x and θ at all times, this finishes the first part
of our task [P induces a homogeneous Markov chain in the space (x, θ)]. Now, by assumption F and G satisfy balance
with respect to π(x), and thus it can be verified that the “extended” balance condition

π(x′)γ(θ′) =
∑
x

θm∑
θ=1

π(x)γ(θ)P (x′, θ′|x, θ),

is satisfied for γ(θ′) = 1/θm (γ is the distribution of θ). Therefore, provided P yields an irreducible chain in both x
and θ (the latter is trivially irreducible, though periodic), ergodicity takes place with

1
N

N∑
i=1

A(x(i), θ(i)) N→∞−−−−→ 〈A〉π·γ ,

which reduces to the desired Eq. (7) when A does not depend on the θ-component, q.e.d.
The above results will be frequently invoked to justify the tempered methods below. One should bear in mind

that the choice between systematic and random updates, though equivalent from the point of view of not violating
balance, might change the efficiency of the results.

III. J-WALKING

Jump-walking, or simply “j-walking,” was to our knowledge the first strategy to modify the Metropolis algorithm
in order to allow occasional sampling from more than one temperature distribution [9]. It is characterized by the
introduction of a “jumping” transition probability Q(x′|x) (see below) in addition to the usual Metropolis update
P (x′|x), so that both P (x′|x) and Q(x′|x) can be used during the course of the simulation. One additionally specifies
a jumping probability pJ that fixes the frequency of attempted jumps: If one chooses the random updating scheme [cf.
Sec. II B], then at every step (“sweep” or “pass” in the case of N -particle problems) there is a probability pJ that Q
will be used instead of P , whereas in the systematic updating scheme, pJ dictates how many usual Metropolis updates
P one performs before using Q (e.g. when pJ = 0.1 one always attempts a jump after nine N -particle Metropolis
updates). From the discussion of Sec. II B, it follows that the j-walking method will be ergodic with respect to a
given distribution π(x) provided the chain is irreducible, and P and Q satisfy Eq. (4) separately. By construction, P
already satisfies this condition, while Q will be analyzed next.

The jumping transition is of the Metropolis form

Q(x′|x) =


πJ(x′)×min

{
1, πJ (x)

πJ (x′)
π(x′)
π(x)

}
, (x′ 6= x)

1−
∑
x′ 6=x

Q(x′|x). (x′ = x)

where in our notation the trial probability will always be placed to the left of the “×” symbol, and the acceptance
probability to its right. Here π(x) is the normalized Boltzmann distribution at temperature β−1, and πJ(x) is the
same distribution at the “j-walker” temperature β−1

J . The underlying idea of the j-walking method is to make the
temperature β−1

J sufficiently greater than the temperature of interest β−1, so that typical states sampled from the
distribution πJ(x) are representative of the various basins in the energy landscape that are otherwise inaccessible
from configurations sampled through ordinary Markov chain Monte Carlo strategies at β−1 (e.g. Metropolis).

Observe that the acceptance rule above does not require the evaluation of the normalization constants (partition
functions) of π, since only ratios at the same temperature are involved. In principle, as the reader can easily verify,
Q(x′|x) satisfies the detailed balance condition in Eq. (5), but in practice one encounters various obstacles that prevent
this from happening, as discussed next.

A. The parallel implementation

The key task in the j-walking strategy lies in sampling the trial probability: How does one generate independent,
identically distributed samples x′ from πJ(x′)? One approach [9] is to run in tandem a standard Metropolis walker
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(the j-walker) at temperature β−1
J . However, since states sampled at arbitrary times from such a walker are likely

to be correlated (and hence not iid), this solution requires an a priori analysis of the autocorrelation time τJ of the
j-walker chain before deciding the jumping rate pJ .

Let us assume for the moment that such an analysis has been performed on the j-walker chain. Two possibilities
arise: either (a) one arbitrarily fixes pJ (say pJ = 0.1) and pauses the simulation every time a new jump is attempted
until the j-walker has performed roughly τJ steps since the last attempted jump, or (b) one chooses pJ such that
pJ ∼ 1/τJ in order to ensure that the attempted states are in fact iid. The first alternative has been used in [9].

Unfortunately, the strong dependence on τJ makes both approaches impractical, especially when β−1
J is close to

the onset of ergodicity breaking, where the autocorrelation length increases dramatically (in fact, under such circum-
stances, the autocorrelation length diverges in the thermodynamic limit, giving rise to the well-known phenomenon
of “critical slowing down” in phase transitions [21]).

B. The database implementation

Due to the above difficulty, a solution proposed in [9] was to run a j-walker simulation before the simulation of
interest. In this case, one simply builds a database of states sampled every M steps from the j-walker chain, randomly
accessing the database as a jump is attempted, and hoping that the states thus accessed will be iid. This approach
suffers from two distinct problems: (1) as in the parallel case, M has to be at least of order M ∼ τJ , otherwise the
statistical error estimates can be severely misleading, and (2) the balance condition is violated for all databases but
those that contain all of the state space. Below each case will be considered separately.

1. Statistical error estimates

One can hope that a database of states obtained every M < τJ steps from a Markov chain can be used to obtain
iid samples by accessing these states randomly as opposed to sequentially. In essence, this strategy amounts to a
“resampling” of the data generated by a single j-walker chain, an idea known as the bootstrap method in statistics [22].
In Ref. [9], it is observed that after adopting this strategy, the potential energy estimator becomes more accurate in
comparison to the parallel case (both in mean and standard deviation).

However, there is no such thing as a free lunch: when the data is serially correlated, straightforward resampling
merely causes an apparent loss of correlation, which can be diagnosed through the optimistic results for the standard
deviation. For example, Mignani and Rosa [23] have shown that, without proper account of the correlation lost in
the bootstrapping procedure, such a resampling of the correlated data can yield an underestimation of the standard
deviation by as much as one order of magnitude for the magnetization in the 3D Ising model (see e.g. the results
for block length l = 1 in that reference). In Ref. [9], the standard deviation of the potential energy was calculated
by independently resampling from the database (100 times). Since the correlation was washed away during this
bootstrapping, the resulting estimates of the standard deviation are not an accurate representation of the actual
error one observes by repeating the simulation for different databases. The improvement reported in [9] is therefore
inconclusive, and this strategy clearly calls for a more careful analysis of the statistical errors.

2. Balance violation

It has been pointed out several times that the database implementation of j-walking violates detailed balance (see
e.g. [24, 25]). However, since detailed balance is not a necessary condition to ensure ergodicity (cf. Sec. II A), one can
hope that the less stringent condition of balance will be satisfied for this method. Unfortunately, as discussed next,
the database strategy suffers from balance violation even if the samples in the database are iid.

First note that the balance condition for Q can be rewritten as

π(x′)
∑
x 6=x′

Q(x|x′) =
∑
x 6=x′

π(x)Q(x′|x), (∀x′)

a result that follows by inserting the identity 1 =
∑
x P (x|x′) in the l.h.s. of Eq. (4) and replacing P by Q. Now choose

x′ to be a state that is not in the database. Then every term in the r.h.s. of the above equation vanishes identically,
while the l.h.s. is non-null in general. The systematic errors that arise due this violation have been observed in [9], and
have been partially remedied by choosing a sufficiently large database (typically having 105 states). By comparison
with the available number of computational states (approximately (216)3N ∼ 1015N in single-precision, where N is
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FIG. 1: Position histogram of a j-walking simulation for the double-well potential V (x) = (x2 − a2)2/a2, illustrating the
non-negligible violation of the balance condition for large enough pJ . The continuous line is the exact solution. The results
were collected in 106 Monte Carlo steps (after equilibration), with the following parameters: barrier height a2 = 16, β−1 = 1,
β−1

J = 10, and database size equal to 103 states.

the number of particles), this number clearly does not cover the majority of the available phase space even for modest
system sizes such as N ∼ 10. Thus, given the quality of the results reported in that reference, there must be some
other mechanism alleviating balance violation in these systems.

One such mechanism could happen through the frequency of jumps. Recall that the jumping rate pJ is typically
a small quantity (≤ 0.1 in the experiments reported in Ref. [9] and subsequent applications). One can conjecture
that larger values of pJ will cause noticeable systematic errors due to a more frequent violation of balance, unless the
database size is increased accordingly. Indeed, this conjecture can be observed in Fig. 1, where the position histogram
of a double-well potential is compared with the exact solution for a fixed database size (103 states) and two rather
different values of pJ .

A consequence of the above discussion is that one should be very careful with independent choices of pJ and
database sizes, since both play an important role in determining how the equilibrium properties of the system are
contaminated by the jumps.

C. The mixed parallel-database implementation

The original j-walking method has been subsequently extended to sample from more than a single temperature [26],
which was made possible by adopting a parallel computational environment, and running various j-walkers at different
temperatures. Each j-walker provides samples not only for the simulation at the temperature(s) of interest, but also
for j-walkers at lower temperatures. As in the case of the single parallel j-walker case discussed above, this strategy
also suffers from correlation errors, and the solution adopted in [26] was to construct small databases for each j-walker
that are updated “on the fly”; attempted jumps from other walkers are thus sampled from this dynamical database,
as opposed to from the current configuration of the j-walker. While this procedure is clearly taking advantage of
the parallel environment in order to reduce storage and wall clock time, the use of a dynamically changing database
makes the theoretical analysis of this case particularly difficult, though the empirical results of [26] suggest that an
appropriate choice of database size and jumping rate yields results of acceptable quality.
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IV. SIMULATED TEMPERING

The simulated tempering method was put forward independently by Lyubartsev et al. [27] (“method of expanded
ensembles”), Marinari and Parisi [11] (who coined the term “simulated tempering”), and Geyer and Thompson [28]
(who had originally called their method “pseudo-Bayes”). The central idea of the method consists in augmenting the
phase space of the system so that the temperature parameter β becomes a dynamical variable, with a few allowed
values and potentially having a predetermined distribution ξ(β). One then performs a suitable Monte Carlo simulation
that samples both x and β, hoping that visits to high values of β−1 will induce a more efficient basin search, while
visits to low β−1 will ensure the usual basin sampling. The analysis below is based on the version of Geyer and
Thompson [28].

Let ρ(x, β) be the joint distribution of the original degrees of freedom x and the fluctuating temperature parameter
β. We would like to construct a Markov chain that generates a random walk on x and β such that its stationary
distribution in the expanded phase space is

ρ(x, β) = πβ(x) ξ(β), (8)

where

πβ(x) =
e−βE(x)

Zβ

is the Boltzmann distribution at temperature β−1, and ξ(β) is the desired distribution of temperature parameters.
The corresponding partition function in the extended space is thus a weighted sum of canonical partition functions:

ZST =
∑
β

ξ(β)Zβ . (9)

If one is indeed able to generate such a chain, ordinary ensemble averages can be recovered as

〈A(x)〉πβ′ =
1

ξ(β′)
〈A(x) δβ,β′〉ρ . (10)

As discussed in Sec. II B, one can construct such a chain by updating x and β separately with two different transition
probabilities, say Pβ(x′|x) δβ,β′ (the probability of making a transition from x to x′ when β = β′, zero otherwise) and
Qx(β′|β) δx,x′ (similarly defined), provided the balance condition in the full phase space (“extended balance”)

ρ(x′, β′) =
∑
x,β

ρ(x, β)P (x′, β′|x, β), (∀x′, β′)

is satisfied for each transition probability defined above. If we choose Pβ(x′|x) to be the usual Metropolis-Hastings
update (or any other algorithm that leaves πβ(x) invariant), namely

Pβ(x′|x) = p(x′|x)×min
{

1,
p(x|x′)
p(x′|x)

πβ(x′)
πβ(x)

}
Pβ(x|x) = 1−

∑
x′ 6=x

Pβ(x′|x),

where p(x′|x) is the x′ trial probability given x, then Pβ(x′|x) δβ,β′ will automatically satisfy extended balance with
ρ(x, β) given by Eq. (8), and we are left with the task of constructing a Qx(β′|β) with this same property. By analogy
with the above choice, we try

Qx(β′|β) = q(β′|β)×min
{

1,
q(β|β′)
q(β′|β)

πβ′(x)
πβ(x)

ξ(β′)
ξ(β)

}
,

Qx(β|β) = 1−
∑
β′ 6=β

Qx(β′|β)

which is seen to make Qx(β′|β) δx,x′ satisfy extended balance:∑
x,β

ρ(x, β)Qx(β′|β)δx,x′ =
∑
β

πβ(x′)ξ(β)Qx′(β′|β)

= πβ′(x′)ξ(β′)
∑
β

Qx′(β|β′)

= ρ(x′, β′).
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In the first line, the Kronecker delta property was used, in the second the explicit form of Q was used to factor out
πβ′(x′)ξ(β′), and in the last line the normalization of the conditional

∑
β Qx′(β|β′) = 1 was used.

At this point, we have seen that the above choices of P and Q satisfy extended balance independently of each other.
As discussed in Sec. II B, one is allowed to use these transition probabilities in many different ways; for example,
in the version of Ref. [28], Q is always used after each P update. Another possibility is to apply P a fixed number
of times before using Q. Though equivalent in the sense of satisfying balance, such different choices might lead to
different efficiencies.

The careful reader will have noticed, however, that the expression for Q contains a ratio of canonical distributions
at two different temperatures; i.e., Q requires knowledge of the ratio of partition functions Zβ′/Zβ (or, equivalently,
of the free energy differences Fβ′ − Fβ). Since such quantities are rarely known ahead of time, one can try instead
the choice [28]

Qx(β′|β) = q(β′|β)×min
{

1,
q(β|β′)
q(β′|β)

Zβ′πβ′(x)
Zβπβ(x)

ξ(β′)
ξ(β)

}
,

with Qx(β|β) unmodified, which now involves only the ratio of Boltzmann exponentials

Zβ′πβ′(x)
Zβπβ(x)

= e−(β′−β)E(x),

and satisfies the extended balance condition with ρ(x, β) no longer given by Eq. (8), but instead:

ρ(x, β) = πβ(x) ξ∗(β), (11)

where

ξ∗(β) = Zβ ξ(β). (12)

Unfortunately, in this case it is now the frequency of visits to the various temperature parameters β that is not known
ahead of time, a highly undesirable feature since it might lead to either extreme of exploratory behavior in the phase
space (too much or too little “basin hopping”). What is worse, ordinary ensemble averages [cf. Eq. (10)] cannot in
general be obtained without an estimate of the actual distribution ξ∗ at the temperature of interest (see Sec. IV B
below).

A. Implementation aspects

Several techniques that attempt to cope with the lack of knowledge of ξ∗(β) have been proposed already in the
original references of the method [11, 27, 28]. These strategies center around the idea of obtaining empirical estimates
of Zβ in order to have some control over the observed temperature distribution ξ∗(β). This can be done, for example
[28], by choosing a “good” initial distribution ξ(β) for a preliminary run, and estimating Zβ through Eq. (12), i.e.

Zβ =
ξ∗(β)
ξ(β)

≈ n(β)
N

1
ξ(β)

≡ Z̃β ,

where n(β)/N is the relative empirical frequency of visits to the temperature parameter β. Of course, if the initial
choice of ξ(β) is not appropriate, the system will not properly sample the various β available, and hence the estimates
Z̃β will not be accurate (see also Ref. [27] for a strategy that attempts to iteratively improve the estimate). However,
once a good estimate of Zβ is available, one can choose ξ(β) appropriately so that ξ∗(β) has the desired distribution
(e.g. set ξ(β) = 1/Z̃β to obtain an approximately uniform temperature distribution [28]).

Another practical question that we shall briefly mention is the choice of the allowed β values. Although this task
can be greatly simplified if one knows beforehand the relevant energy scales that separate the various basins in the
landscape (this observation applies to any tempered method), more subtle questions such as how many or how nearly
spaced the relevant values of β should be in order to optimize finite-time sampling can be answered by performing a
preliminary run and analyzing either the overlap of the energy histograms for different β [11], or the acceptance rates
for β transitions [28].

It is important to emphasize that, in contrast with the j-walking method of the previous section, the above imple-
mentation strategies that differ in how ξ(β) is chosen or in what the allowed values of β are, do not cause simulated
tempering to violate (extended) balance. In particular, provided P and Q induce an irreducible chain in x and β,
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ergodicity takes place with the stationary distribution given by Eq. (11), and ordinary ensemble averages can be
computed from realizations of the chain, i.e. [cf. Eq. (10)]

1
ξ∗(β′)

1
N

N∑
i=1

A(x(i)) δβ(i),β′
N→∞−−−−→ 〈A(x)〉πβ′ ,

with probability one.

B. Statistical errors

This is not to say, however, that simulated tempering is free of caveats. Observe that in the above estimate of the
ensemble average of A, the distribution ξ∗(β′) is not available before the simulation. One is then naturally led to the
estimator

ÂN ≡
1
N

∑N
i=1A(x(i)) δβ(i),β′

1
N

∑N
i=1 δβ(i),β′

,

where the denominator is simply the empirical relative frequency n(β′)/N written explicitly in terms of the samples.
Note carefully that this estimator is now biased, i.e. for any finite N , ÂN it is not distributed with average 〈A(x)〉πβ′ .
It is, nonetheless, a consistent estimator, i.e.

lim
N→∞

ÂN → 〈A(x)〉πβ′

with probability one (the reader is referred to [29] for the unfamiliar terms).
How does one estimate the statistical error of the biased estimator ÂN? This question does not have a trivial

answer. Consider, in general, an observable given by a ratio of two ensemble averages, I = 〈Y 〉 / 〈Z〉, with the biased
estimator Î = Y /Z, where Y and Z are sample averages. Our ÂN is clearly a particular case of this. One possible
way to estimate the statistical error of Î starts from

Î =
〈Y 〉+ δY

〈Z〉+ δZ

=
〈Y 〉
〈Z〉

+
δY

〈Z〉
− 〈Y 〉
〈Z〉2

δZ +O(δ2),

where δY ≡ Y − 〈Y 〉 (similarly for δZ), and O(δ2) are terms that involve products of δY and/or δZ of order two or
greater. The above Î gives the following expression for the variance 〈〈(Î − I)2〉〉:

var(Î) =
〈〈δY 2〉〉 − 2I〈〈δY δZ〉〉+ I2〈〈δZ2〉〉

〈Z〉2
+O(δ3),

whose terms are now easily recognized as usual variances and covariances involving Y and Z (the notation 〈〈·〉〉 indicates
an average over all possible realizations of the variables inside the brackets, e.g. 〈〈Y 〉〉 is an average over all possible
sequences Y (1), Y (2), . . . , Y (N)). Provided N is large enough so that O(δ3) terms can be neglected and I − Î = O(δ),
each term in the above expression can be estimated in the usual way, with I estimated by Î. This result is, in fact,
the recommended estimate for the variance of importance sampling estimators [14] which are also particular cases of
Î, but we are unaware of any application of this result in the simulated tempering literature.

V. PARALLEL TEMPERING

Another tempered method of increasing popularity is what is currently known as the “parallel tempering” method
[16], first introduced by Geyer under the name of “Metropolis-coupled Markov Chain Monte Carlo” [12], and later
rediscovered through independent work by Hukushima and Nemoto under the name of “replica exchange” [30]. In
this method, one adopts an algorithm whose stationary distribution is the product of M canonical distributions at
different temperatures, i.e.

ρ(x) = π1(x1)π2(x2) · · · πM (xM ), (13)
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where πi(xi) = πβi(xi) is a short for the canonical distribution at temperature βi, and each xi belongs to the same
state space of dimension D. Once a chain that samples Eq. (13) is obtained, ensemble averages at a given temperature
of interest (say β−1

k ) can be obtained by simply ignoring the other components of x, i.e.

〈A〉πk = 〈A(xk)〉ρ .

Of course, in principle the above stationary distribution can be trivially obtained by generating independent chains
for each xi, but this does not change the finite-time sampling behavior of the individual chains. It is precisely through
the introduction of a clever “coupling” among the chains that parallel tempering improves the finite-time sampling
properties of the individual chains.

Observe that from the outset, parallel tempering differs fundamentally from simulated tempering: While in simulated
tempering the overall partition function ZST is given by a sum of canonical partition functions [cf. Eq. (9)], in parallel
tempering one has the product

ZPT = Zβ1 Zβ2 · · · ZβM .

In particular, this means that the phase space in parallel tempering has dimensionality DM , as opposed to D + 1
in the case of simulated tempering. (These differences have been largely overlooked in the literature, causing many
researchers to carelessly recognize the authors of former as the founders of the latter). Such an exponential growth
in dimensionality translates into large memory requirements, thereby making the method more suited to parallel
implementations.

In order to generate the distribution above, parallel tempering typically proceeds by evolving each xi independently
of the remaining variables, except during a coupling (or exchange) operation, whereby we allow two or more such
variables to be interchanged (see details below). The advantage of using the exchange operation is intuitively clear,
being very similar to the j-walking idea: a low-temperature chain that would otherwise be confined to a given energy
basin now has a mechanism for “jumping” to a different basin sampled from another chain at a higher temperature.
In this respect, j-walking and parallel tempering are very similar [28].

Before leaving this preliminary comparison, let us mention an important distinction between parallel tempering and
j-walking: while in the former both chains (lower- and higher-temperature) have their states exchanged, in the latter
the higher-temperature chain is passively providing states to its lower-temperature counterpart, and there is no flow of
states in the opposite direction. This distinction is not merely cosmetic; in fact, as we shall see, by allowing exchange
of configurations according to a Metropolis-like rule, no longer is the condition of balance violated. Moreover, there
is no need to change the schedule of exchanges according to the autocorrelation length of the chains, since the rule
does not hinge upon the generation of independent, identically distributed samples as in the case of j-walking (see
Sec. V B however).

Our presentation of the parallel tempering method follows the approach of the previous section, i.e. we again invoke
the results of Sec. II B and seek transition probabilities that satisfy the balance condition

ρ(x′) =
∑
x

ρ(x)P (x′|x), (∀x′)

independently of each other. More specifically, we seek two types of transition probabilities: those that update each
xi separately and leave their respective πi(xi) invariant (e.g. the usual Metropolis update, which we shall henceforth
denote by Pi), and those that update two variables at a time (e.g. xi and xj) and leave the full distribution ρ(x)
invariant (the exchange operation). Since the first case is well-known, we focus on the second.

Let Qij(x′|x) be the transition probability of going from state x to state x′ by exchanging the components i and
j of x. We consider each particular exchange probability Qij(x′|x) separately in order to facilitate the construction
of systematic and random updates (cf. Sec. II B), which are naturally built out of the various Qij . Denote by xi↔j
the state obtained by such an exchange. By construction, we have Qij(x′|x) = 0 for all x′ different from x and xi↔j .
Therefore, after defining the probability to remain at x in the usual way, viz.

Qij(x|x) ≡ 1−
∑
x′ 6=x

Qij(x′|x)

= 1−Qij(xi↔j |x),

it suffices to construct a Qij(x′|x) that vanishes under the aforementioned conditions, and satisfies the detailed balance
equality

ρ(x)Qij(x′|x) = ρ(x′)Qij(x|x′),
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for all x and x′ = xi↔j . One such Qij is

Qij(x′|x) =

{
q(x′|x)×min

{
1, ρ(x

′)
ρ(x)

}
, (x′ 6= x)

1−Qij(xi↔j |x), (x′ = x)

for all x, x′, where q(x′|x) = 1 when x′ = xi↔j and q(x′|x) = 0 otherwise (this trial probability satisfies the usual
requirement

∑
x′ 6=x q(x

′|x) = 1). Note that indeed the only non-vanishing expressions for Qij(x′|x) happen when
x′ = x (the second case above), or when x′ = xi↔j , in which case one has the following equality for the acceptance
probability:

min
{

1,
ρ(x′)
ρ(x)

}
= min

{
1,
πi(xj)
πi(xi)

πj(xi)
πj(xj)

}
,

where the desired form of ρ(x) in Eq. (13) has been used. This is in fact the acceptance rule proposed by Geyer [12],
later rediscovered by Hukushima and Nemoto [30].

The above expression for Qij provides the desired recipe for the exchange transition probability satisfying (detailed)
balance. The remaining specification of the method involves the schedule of updates, i.e. how exactly one alternates
between the regular Metropolis updates Pi and the exchange updates Qij , as well as the choice of other parameters
such as the various βi. We now turn to these questions.

A. Implementation aspects

There are several, equally legitimate ways of combining the transition probabilities Pi and Qij in a simulation. It
should be clear by now that one has an enormous freedom in combining these quantities without violating balance,
and that even in systematic updates one is allowed to sample during intermediate stages [cf. Sec. II B]. To fix ideas,
we provide a few examples below.

One of the conceptually simplest updating schemes is the “50/50” random schedule, whereby one decides between
ordinary Metropolis updates and exchange transitions with equal probability before every step, and then chooses
randomly one Pi or Qij , whichever is appropriate. This strategy has been used, for example, in Ref. [16] to illustrate
the parallel tempering method. A second, perhaps more popular example, involves systematic updates, and is better
visualized if we assume a parallel implementation where each processor is responsible for the evolution of a given xi.
In this case, it is natural to simultaneously update every component xi with the respective Pi, thereby defining a
“parallel step” as the application of the transition probability P1 · · ·PM to the state of the full chain (note that the
ordering is irrelevant since each Pi acts on a different component of x). In most applications, one performs various such
parallel steps (typically of order ten) before attempting any exchange. Once it is time to perform the exchange, various
strategies can be adopted. One could, for example, apply the Qij in sequence for nearest-neighbor temperatures as
Q12 Q23 . . .Q(M−1)M , but note that here a different order does lead to a different protocol since Qij and Qi′j′ do not
commute in general (except when all the four indices are different). However, any order that one chooses is consistent
with balance, by the arguments of Sec. II B. In the notation of that section, the protocol described above can be
written as

F = P1 · · ·PM
G = Q12 Q23 · · ·Q(M−1)M ,

with the number of successive applications of F equal to the aforementioned number of parallel steps. This connection
shows in particular that one is indeed allowed to sample after every parallel step, as commonly done in actual
applications of the method, though as discussed in Sec. II B to our knowledge such justification has not appeared the
literature.

B. Statistical errors

Statistical errors in parallel tempering can be computed via traditional methods for correlated time-series (see e.g.
[21, 31]). Indeed, given a data stream from replica i at temperature β−1

i , the variance of an arbitrary sample average

Ai ≡
1
N

N∑
n=1

A(x(n)
i ),



14

t

t=0

t=!

t
exch

i i+1

FIG. 2: Illustration of the cross-correlation between two adjacent replicas i and i + 1. The vertical axis represents the time
evolution of the replicas, and the two vertical curves represent their trajectories. If ∆ is smaller than the independent relaxation
times of both replicas, after the exchange operation at time t = texch the configuration from replica i at time t = 0 remains
correlated with the configuration from replica i+ 1 (and vice-versa) at t = ∆.

can be written as

σ2(Ai) = 〈〈(Ai − 〈Ai〉)2〉〉

=
1
N2

N∑
n=1

N∑
m=1

[
〈〈A(x(n)

i )A(x(m)
i )〉〉 − 〈Ai〉2

]
.

Here the double brackets notation indicates an average over all possible realizations of the time-series x(1), . . . , x(N).
Since no component other than xi appears in the above expression, the variance estimate can be obtained without
reference to the remaining replicas.

One subtle aspect of parallel tempering that might seem counterintuitive is that averages computed from different
replicas are statistically correlated, a feature that to our knowledge was first observed in the numerical experiments of
Neirotti et al. [24]. For example, when one computes the heat capacity vs. temperature curve for a model system whose
solution is known to great accuracy, one typically observes that groups of points at adjacent temperatures calculated
from separate replicas tend to depart from the exact solution in the same direction. This seems to contradict the
stationary distribution of parallel tempering, Eq. (13), which is given by a product of independent distributions.
Indeed, this form of ρ(x) implies that the correlation function

corr(Ai, Aj) =
〈(A(xi)− 〈Ai〉ρ)(A(xj)− 〈Aj〉ρ)〉ρ

σ(Ai)σ(Aj)

vanishes identically for any observable Ai = A(xi) and Aj = A(xj), with i 6= j (here σ2(Ai) = 〈A2
i 〉ρ − 〈Ai〉2ρ

and similarly for σ2(Aj)). However, the correlation measured by the above quantity does not embody the temporal
correlations that persist after the exchange of configurations during a parallel tempering simulation (see illustration
in Fig. 2). The correct measure is the cross-correlation function of the sample averages Ai and Aj , given by

corr
(
Ai, Aj

)
=
〈〈(Ai − 〈Ai〉ρ)(Aj − 〈Aj〉ρ)〉〉

σ(Ai)σ(Aj)
, (14)

which can be manipulated to give

corr
(
Ai, Aj

)
=

CAi,Aj√
CAi CAj

, (15)
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FIG. 3: Cross-correlation of potential energy averages between replicas in parallel tempering for the model potential V (x) =
20 sin(1.5x) sin(4x+ 2) (|x| ≤ 4). Each point was computed through Eq. (14) from 300 independent realizations of length 104

MC steps. The symbols correspond to the nearest-neighbor temperatures T = 5, 6 (black circles) and T = 14, 15 (red squares);
the curves are guides to the eye. The corresponding independent autocorrelation lengths (relaxation times without exchange)
were & 1000 (lower bound), and ≈ 50 MC steps, respectively.

where CAi,Aj is the integrated cross-correlation function of A(xi) and A(xj), viz.

CAi,Aj =
N−1∑
∆=1

2
(

1− ∆
N

)
corr[A(x(1)

i ), A(x(1+∆)
j )]

≡ 2 τAi,Aj ,

and CAi is the integrated autocorrelation function of A(xi) (likewise for CAj ),

CAi = 1 +
N−1∑
∆=1

2
(

1− ∆
N

)
corr[A(x(1)

i ), A(x(1+∆)
i )]

≡ 1 + 2 τAi

In deriving Eq. (15), use was made of the translational invariance of the time-series (valid when one is using a random
update scheme), and of the general result for correlated averages σ2(Ai) = σ2(Ai)CAi/N (see e.g. Refs. [21, 32] for
similar derivations of statistical errors). In terms of the more familiar integrated correlation “times,” one can write

corr
(
Ai, Aj

)
≈

τAi,Aj√
τAi τAj

, (16)

where it was assumed that τAi , τAj � 1 (we warn the reader that this assumption is likely to be violated in parallel
tempering). This result correctly reduces to the case where the replicas do not perform any exchange operation
(τAi,Aj = 0), but notice that the introduction of any replica exchange scheme causes the cross-correlation time to
become finite (cf. Fig. 2), showing that the dramatic reduction in the autocorrelation length that characterizes parallel
tempering is accompanied by the introduction of cross-correlations between replicas.

Before we leave our discussion on cross-correlation, we would like to point out an important feature not directly
captured by Eq. (16). In trying to minimize the correlation between the sample averages Ai and Aj , one might
be tempted to decrease the frequency of replica exchanges so that the numerator becomes much smaller than the
denominator in that equation. Although this is certainly possible in principle (it suffices to take an exchange period
greater than the independent autocorrelation lengths of the replicas, i.e. the relaxation times one observes when
the replicas are run independently from each other), in practice one might never be able to attain such a limit.
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Recall that most physical systems of interest suffer from the critical slowing down phenomenon near the critical
temperature [21] (corresponding to the onset of ergodicity breaking), and it is likely that the autocorrelation lengths
of the independent replicas in this temperature range are nearly of the same order of magnitude as the length of
the simulation itself. Performing a very long simulation can make the associated features in plots of observables vs.
temperature unnoticeable to the eyes (as already pointed out in Ref. [24]), but if one wishes to remove them, one has
to augment the parallel tempering method with additional strategies that reduce the autocorrelation length of the
system, such as the Swendsen-Wang cluster method [21] or its recent off-lattice generalization [33].

Finally, to illustrate the above observation, we have performed a parallel tempering simulation with 20 repli-
cas equally spaced in the temperature scale between T = 1 and T = 20 for the 1D model potential V (x) =
20 sin(1.5x) sin(4x + 2) (with |x| ≤ 4). This potential is characterized by the presence of multiple energy minima
and barriers of varying magnitudes, and suffers from quasi-ergodicity at temperatures T / 6. We present results for
the potential energy cross-correlation function obtained with Eq. (14) in Fig. 3 (details are provided in the figure
caption). In agreement with the above discussion, we observe that in the temperature region corresponding to the
onset of ergodicity breaking (T = 5, 6), where the relaxation times of the independent replicas are at least of order
1000 MC steps, increasing the period of exchanges from 10 to 70 causes no noticeable decrease in the cross-correlation
function. This is in sharp contrast with the replicas at temperatures T = 14, 15, whose independent relaxation times
are approximately 50 MC steps, leading to negligible cross-correlations for exchange periods greater than 50 MC steps.
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